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Task
Estimating hand poses is a central component of future human-computer interaction
approaches. However, solving this problem is hard due to the many degrees of freedom
of the human hand. At the TU Dresden, a two-stage system for pose estimation of
rigid and articulated objects has been developed. In the first stage, the system predicts
correspondences between the input image and the object surface. In the second stage,
the system fits an object pose based on these correspondences. The same approach can
be used for human hands. The focus of this project is the adaption of stage one. After
a detailed review of related work, the student has to develop concepts of how to identify
points on the hand’s surface unambiguously (hand coordinates). These concepts should
factor in the topology of the human hand, e.g. one goal is to avoid confusion of fingers.
Then, the student has to choose a publicly available hand pose data set, and extend it
with hand coordinate ground truth. In case no suitable data set can be found, he can
create a new synthetic data set by rendering realistic, random hand poses with associated
hand coordinate ground truth. Finally, the student has to evaluate the quality of hand
coordinate prediction within the existing pose estimation system.
Tasks:
• Review of related work w.r.t. hand pose estimation and object coordinate regression
• Development of concepts for defining hand coordinates. The student has to take
the following concepts into account, at least:
– Direct use of the 3D coordinates in a suitable reference hand pose
– Use of geodesic distances to reference points
• Generation of realistic training and test data (RGB-D) for object coordinate regression including object coordinate ground truth
– Search for an existing RGB-D data set of human hands with annotated hand
poses
– Search for a suitable 3D hand model for fitting to the RGB-D images, rigging
of the hand model if not already rigged
– Rendering hand coordinate ground truth based on the 3D model fitted

i

– In case no existing data set can be found, the student has to render 1000+
training and test images with an arbitrary 3D engine (e.g. Blender Game
Engine). The hand poses have to be realistic w.r.t. the limits of articulation
parameters and self-penetration.
• Evaluation of a random forest predicting the different hand coordinate concepts
Optional:
• Recording of some real hand images (RGB-D) and annotation with hand coordinate
ground truth by fitting a 3D hand model manually
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Abstract
This thesis explores a novel approach for one-shot hand pose estimation from a single
RGB-D image pair. The idea is to use a random forest to predict dense features as
an intermediate regression step, which can subsequently be optimized to obtain a final
pose estimate. This work addresses the design of the intermediate representation by
presenting several concepts for its definition in form of hand coordinates. Random forests
are then trained to regress these hand coordinates and are tested for each concept. The
results show that the obtained dense features are suitable for further refinement towards
a final pose estimate; however, since they are an intermediate step in the pose estimation
process, a final assessment of the quality of the presented approaches cannot be made
yet. They do look promising as a starting point for further optimization though. As the
random forests required a lot of training and test data, this thesis also contributes new
ground truth to an existing hand pose data set for each of the presented hand coordinate
concepts.
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1 Introduction
The interaction of humans and computers has been an important field of research and
technical advances since the dawn of the digital age. As technological capabilities have
been steadily growing, the ways of interacting with computers have improved as well.
Examples of such progress include the arrival of window-based graphical user interfaces,
the introduction of the mouse as a pointing device, the ability to directly manipulate
graphical objects on the screen, and the invention of hypertext for linking related documents together [20].
Even though human-computer interaction has evolved significantly, research on this topic
is not ceasing, and novel approaches are constantly being developed. The automatic
estimation of hand poses is a central component of such novel approaches. It can be
employed in many areas of application in order to facilitate intuitive communication
with machines by enabling computers to (partially) understand human body language.
For instance, it is required for recognizing hand gestures that can be used to control
and navigate an application, rendering the use of traditional peripheral hardware like
mouse and keyboard widely unnecessary. Furthermore, it can be used to provide an
alternative controlling mechanism for games, like the Microsoft Kinect already does in
conjuction with an Xbox [see 19]. Another area that is currently growing rapidly with
many international companies investing into research and development [e.g. 1, 8, 13, 16,
21] is Virtual Reality. Here, the detailed recognition and handling of hand movements
can be crucial for a satisfying immersion experience. Similar to this is the field of
Augmented Reality where hand gestures can be used to navigate and interact with the
displayed visual augmentations [e.g. 17].
However, enabling machines to estimate hand poses is difficult due to a variety of reasons. First, the human hand is a highly articulated object, and its many degrees of
freedom create a very large space of possible poses (which may also vary considerably).
Second, differences in appearance of individual hands1 may hinder their robust recognition. Thirdly, many areas of application require real-time performance of the estimation
process,2 imposing limits in terms of run-time and complexity on a suitable system.
1

Such differences include, but are not limited to, skin color, finger length, palm size and discrepancies
in the angular constraints of certain joints.
2
Applications using motion tracking generally require processing around 25 frames per second, otherwise
the pose estimation would lag behind the video stream.

1

In recent years, a lot of papers on the subject of hand pose estimation have been published. While their overall goal is roughly the same, the presented approaches differ a lot
in the utilized methods. For example, one has to decide what kind of input images will
be processed (i.e. depth and/or RGB images), if any assisting devices (e.g. color gloves)
are to be used, or if the algorithm should follow a motion tracking approach or estimate
the hand pose from a single frame.3
This thesis sets out to explore a novel approach for hand pose estimation through the
regression of hand coordinates. It is based on previous research from Brachmann et al. [2],
who built a system for classifying rigid objects in images and simultaneously estimating
their poses. This system yielded state-of-the-art results and utilizes methods that are
also applicable to hand pose estimation, inspiring the research presented here.
The algorithm of Brachmann et al. consists of two stages. In the beginning, predictions
are made for each pixel of the input image, namely which object class and which part
of the object it belongs to. Afterwards, these predictions are optimized to obtain a final
pose estimate.
The main contribution of this thesis is to conceptualize, implement and evaluate different
methods to adapt the first stage of their algorithm for working with hands instead of
rigid objects. Reworking this process includes finding and evaluating possible options
for defining hand coordinates and generating a data set of annotated images (ground
truth), which will be used to train a random forest.
The thesis begins with an overview of related work in the field of hand pose estimation
(Chapter 2). This is followed by an explanation of important technical terms, algorithms, and essential papers that motivated the approaches developed here (Chapter 3).
Afterwards, an overview of the methodology of this thesis is given (Chapter 4), followed
by detailed descriptions of the devised concepts (Chapter 5). Next, publicly available
data sets of hand poses are presented, their use for the developed approaches is outlined,
and the contibution of this thesis in form of new data is described (Chapter 6). This
is followed by an overview of the software that was created to generate these new data
(Chapter 7). Afterwards, the results of the developed methods are evaluated (Chapter
8) and discussed in the context of hand pose estimation (Chapter 9). Finally, the thesis
concludes with a concise summary of its contributions (Chapter 10).

3

For a more elaborate characterization of different algorithms, see Chapter 2 on the following page.

2

2 Related Work
As mentioned in Chapter 1, a lot of approaches have been proposed in recent research
which employ many different techniques. Wang and Popović [45] developed a motion
tracking algorithm which makes use of a color glove (see Figure 2.1) and uses only RGB
input images, aiming at creating an “easy-to-use and inexpensive system” [45, p. 1]. On
the one hand, using such a glove simplifies the pose estimation tremendously since the
color pattern allows for easy distiction between different parts of the hand. It allows
them to “largely determine the pose of a hand from a single frame” [45, p. 2] even though
the system was designed for motion tracking. On the other hand, this system requires
that the glove is always available and worn by the user. This is often undesirable or
even impossible, e.g. when evaluating images or videos that were not created with this
specific algorithm in mind.
Many of the newer approaches are designed to work on bare hands, i.e. without the
assistance of something like a color glove. This is facilitated by the rise of consumer
depth cameras, providing an additional source of information [32, p. 2]. The system
of Tagliasacchi et al. [35] is based on motion tracking and makes extensive use of the
temporal and kinematic information that is available from both RGB and depth image
streams. A similar approach was proposed by Sharp et al. [32], but they only use depth
images.
However, relying on such information makes the algorithm vulnerable to very swift hand
movements, temporary occlusion, or cases where the hand leaves the camera frustum
for a short period. Sharp et al. account for these cases by implementing a per-frame

Figure 2.1: The color glove as it is used by Wang and Popović. The distinctive color patterns are
used to assist the hand recognition and pose estimation process. Taken from [45].

3

reinitializer which “output[s] a pool of hypotheses of the full hand pose by observing
just the current input depth image” [32, p. 4] and is thus independent from the tracking
part. Tagliasacchi et al. tackle this problem by incorporating smart energy terms based
on the temporal and kinematic information to make their algorithm more robust and
aid in recovery after loss of tracking.
One-shot approaches, i.e. systems which do not track movements and process single
frames independently, have also been pursued to great success. Tompson et al. [40]
created a convolutional neural network which infers the positions of key hand features
(like joints and finger tips) from a pair of RGB and depth images. This information
is subsequently used to fit a hand model to these positions with an inverse kinematics
approach.
Tang et al. [37] developed a system which focuses on the training and testing aspects4
of the underlying machine learning algorithms. While they implemented a complete
hand pose estimation process, their main contribution is a novel learning concept called
transductive transfer learning. It aims at combining a small realistic and a large synthetic
data set5 as both kinds have advantages and disadvantages. The system they built on
top of this learning method shows promising results.
Pedersoli et al. [26] put a lot of effort into the implementation of novel algorithms. They
developed the open-source framework XKin, which captures depth and color streams
from a Kinect and is able to recognize hand poses and gestures from these image streams.
They also provide classifiers that were trained to recognize the American Sign Language
(ASL), amongst others.
Taylor et al. [38] published a system which is not directly related to hand pose estimation,
but introduces concepts that are crucial for this thesis. Their approach deals with
estimating human body poses, which is a challenge similar to hand pose estimation.
However, it is mainly about finding the position of the body and the joint orientations
of arms and legs, thus not designed to include all the joints of the hand. Their algorithm
is described in more detail in Section 3.4 on page 9.
As mentioned in Chapter 1, this thesis extends the work of Brachmann et al. [2], who
have developed a system for estimating the pose of rigid objects. Their work is largely
inspired by the research of Taylor et al. and adapts many of their ideas. These will be
further extended in this thesis to facilitate their application to hand poses. Section 3.5
on page 10 provides further information on the system of Brachmann et al.

4

For more information on the training and testing process, specifically for random forests, see Section 3.3.1 on page 7.
5
Details on the differences between synthetic and realistic data sets are provided in Section 3.3.2 on
page 8.

4

3 Fundamentals
In this chapter, important terms and algorithms used throughout this thesis, as well as
previous research that inspired the approaches pursued here, will be explained. Many
of these concepts are not special to hand pose estimation systems, but can be used in a
wide variety of machine learning algorithms.

3.1 Ground Truth
The term ground truth is widely used throughout not only pose estimation research,
but all kinds of machine learning applications. It represents data that can be used as
input for such systems, but is additionally annotated with the optimal result that should
ideally be inferred by the underlying algorithm. In hand pose estimation environments,
such ground truth typically consists of a depth and/or an RGB image depicting a hand in
an arbitrary pose together with a separate file containing a machine-readable description
of the true pose of the hand in this image (usually manually annotated).
There is no standard way of representing this true pose; some researchers describe it in a
very detailed way, while others provide less information (depending on the requirements
of their algorithms). For example, Wei et al. have published a data set of hand images
where the ground truth is given as the 3D positions of each finger joint, the finger tips,
and the carpal [46]. In contrast, Sridhar et al. created a data set with ground truth
consisting of just the 3D positions of the finger tips [34]. Figure 3.1 illustrates the
approach of Wei et al.

Figure 3.1: Example visualizations of ground truth for hand poses overlaid on the corresponding
depth images. Taken from the MSRA Hand Gesture DB [46].

5

3.2 Image Formats
As mentioned earlier, depth or RGB images (or both6 ) are the most commonly used input
data for hand pose estimation algorithms. Usually, the RGB images are represented as
3-channel image files with 8 bit color depth for each channel, while the depth images
are given as single-channel files with 16 bit color depth. The intensity value of each
pixel in the depth image represents the measured distance to the camera at this point
in millimeters. However, there are alternative ways to define depth images; Tompson
et al. [40] use a color format (3-channel 8 bit) for them where the 8 most significant bits
of the depth value are stored in the green channel and the 8 least significant bits in the
blue channel, while the red channel remains unused. This is just a matter of storing the
depth values though; the formats are equivalent in terms of expressiveness.
In many cases, it is beneficial to store ground truth data in an image format as well. This
is strongly dependent on the nature of the represented data though. If the ground truth
consists only of sparse features like the positions of key hand points (as described in
Section 3.1), a tabular format is often more efficient in terms of file size and readability.
However, if it consists of dense features – where usually a value is stored for each input
pixel – an image-based format maps very well to the represented data, and also allows
for easy visualizations.
The data set that was generated for this thesis is composed of image files (PNG format)
since the ground truth consists of a value for each pixel of the corresponding RGB-D
image. More details on this data set can be found in Section 6.2 on page 22.

3.3 Random Forests
Random forests (or more precisely random decision forests) are a machine learning
method typically employed for classification and regression tasks. A random forest T
consists of a multitude of decision trees Ti where each tree is capable of independently
solving the given problem. The individual results li can then be evaluated separately.
Alternatively, they can be combined to a final output by taking the most common one
or their mean (depending on the task).
The decision trees Ti are able to make a prediction for given input data based on a set
of decision rules. Each tree node represents a decision that is made for the input data,
and the outcome determines which node will be evaluated next. This means that the
decision outcomes represent the path through the tree, starting at the root. The leaf
6

From here on, the term RGB-D image will be used to refer to a pair of corresponding depth and RGB
images.

6

node li that is reached through the particular decision sequence represents the output
of the tree.
The reason for creating a forest from several decision trees, instead of only using the
result of a single tree, is to compensate for the effects of overfitting,7 making the forest
the more robust option. The randomization, which ensures that not all trees of the
forest will behave identically, happens during their construction; when splitting a tree at
a node, one “select[s] m ≤ p of the input variables at random as candidates for splitting”
[11, p. 588], where p represents the total number of input variables.
Furthermore, it is possible to apply the auto-context algorithm to random forests in
order to improve their results. It was first developed for classification tasks by Tu and
Bai [41], but has subsequently been extended for use with random forests for regression
or joint classification-regression tasks by Brachmann et al. [3]. The algorithm aims
at incorporating context information into the prediction process by training a stack of
multiple random forests iteratively. The first forest is constructed as usual, but every
further forest has access to the results of its predecessor in addition to the original
inputs. This enables them to improve on previous guesses by incorporating surrounding
predictions (i.e. context information). For instance, when classifying a certain pixel of
an image, having access to the previous results for the neighboring pixels can improve
the new prediction tremendously. The outputs of the last forest in the stack represent
the final predictions.

3.3.1 Training and Testing
Like most machine learning procedures, random forests have to be trained before they
can be used in practice. To achieve this, one has to provide a training data set consisting
of example input data for the forest with annotated ground truth. The model parameters
of the forest (i.e. which input variables lend themselves to splits at certain stages) can
then be learned from the training set by adjusting them such that the forest is able to
predict the ground truth of the training data as accurately as possible.
To achieve good results, the training set should cover the space of possible input data
thoroughly and uniformly. If this is not the case, the forest might suffer from overfitting
to certain peculiarities of the training set that are not as relevant in practice or do not
represent the nature of real input data well. In addition, the forest will most likely not
perform well for input data not covered by the training set.

7

Overfitting happens when the decision rules of a tree adapt themselves too much to the training data
and start to consider peculiarities that are unique to the training set and thus are not generalizable.

7

After a forest has been trained, one usually uses a test data set to confirm that the
training process was successful and to measure the accuracy of the forest’s predictions.
The test set is also annotated with ground truth and must be disjunct from the training
set. The outputs of the forest are then compared to the corresponding ground truth to
gain insight into the quality of the predictions and to determine the forest’s suitability
for the given task.

3.3.2 Synthetic vs. Realistic Data Sets
When constructing a random forest (or another kind of machine learning algorithm) in
the context of computer vision, one generally has to decide whether to use synthetic or
realistic data sets for training and testing.8
The advantage of synthetic data sets is the ability to generate poses with a uniform
distribution of their parameters, thus obtaining a wide variety of data and covering the
pose space well. In addition, generating such a data set usually requires way less effort
than recording a realistic one of the same size; for synthetic images, the ground truth is
already known when the pose is generated, rendering its manual annotation superﬂuous.
Synthetic data also lack the inherent noise that can almost always be found in recorded
images to a certain degree, making the mapping of synthetic images to ground truth
more accurate.
In contrast, realistic data sets by nature contain images which represent the real world
better. This is advantageous for the used machine learning algorithm as it is trained
and tested with data more similar to those it will work on in practice. When using
synthetic data, one generally risks that the algorithm will learn and make decisions
based on peculiarities that are special to synthetic data (e.g. unfitting backgrounds,
slightly incorrect lighting effects, or skin blending errors). Furthermore, the lack of noise
in synthetic data can also be a disadvantage, since the data used in practice will most
likely be noisy to a certain extent, causing discrepancies between the synthetic data and
the data the algorithm will be applied to.
In this thesis, a realistic data set will be used for training and testing a random forest.
Since there are publicly available data sets that may be reused,9 no manual annotation
with ground truth is required. Therefore, the advantages of a realistic data set outweigh
the disadvantages.

8

As mentioned in Chapter 2, there have been efforts to combine both kinds of data sets and explicity
take the discrepancies of them into account to gain the benefits of both [e.g. 37].
9
An examination of the data sets considered for use in this thesis can be found in Section 6.1 on page 20.

8

Figure 3.2: The Vitruvian Manifold as it was defined by Taylor et al. (a) The eponymous Vitruvian Man by Leonardo da Vinci [44]. (b) The Vitruvian Manifold with color-coded
object coordinates viewed from different angles. (c) Examples of depth images of the
human body and their reference coordinate correspondences on the Vitruvian Manifold. Taken from [38].

3.4 The Vitruvian Manifold
While the work of Taylor et al. [38], which was mentioned brieﬂy in Chapter 2, is not
directly related to hand pose estimation, it introduces concepts that can be extended for
this purpose and are crucial for this thesis. They design and describe a novel workﬂow for
performing pose estimation of the human body, and their system has since been adapted
and extended by Brachmann et al. for rigid objects [2] and subsequently for slightly
articulated objects by Michel et al. [18]. Since those works showed that the methods of
Taylor et al. are applicable for a wide variety of pose estimation tasks, extending these
methods for usage in a hand pose estimation environment suggested itself.
The key concept introduced by Taylor et al. are reference coordinates – 3D cartesian
coordinates defined on the surface of the human body in a reference pose (see Figure 3.2).
Since the surface in this pose “resembles the Vitruvian Man” [38, p. 105], it was named
the Vitruvian Manifold (which ultimately gave their paper its title). The reference pose
was chosen once and does not vary between different applications of the algorithm.
The algorithm itself consists of several stages (see Figure 3.3 on the following page).
It uses a single pre-segmented depth image of the human body in an unknown pose as
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Figure 3.3: Overview of the algorithm of Taylor et al. [38]. First, a pre-segmented depth image
of the human body is given to a random forest, which predicts reference coordinates
for each pixel. The inferred correspondences, which contain mismatches, are then
optimized with standard energy minimization procedures to robustly obtain a final
pose estimate. Taken from [38].

input. During the first stage, a random forest is used to regress a probability distribution
over reference coordinates for each input pixel independently. This means that the
reference coordinates, as they are described above, act as an intermediate regression step.
During the second stage, the most confident predictions (i.e. the ones with the highest
probability at each pixel) are used as input for “standard continuous optimization over
[the] energy function [constructed by Taylor et al.]” [38, p. 104], which is necessary to
filter out mismatches (wrong predictions) and smooth the overall result. The result of
the optimization step is the final estimated body pose.
The idea of reference coordinates as an intermediate regression step and using a random
forest to predict them is picked up in this thesis. More details are given in Chapter 4
on page 12 and the following chapters.

3.5 6D Object Pose Estimation
Brachmann et al. [2] have developed a system that is able to find instances of a multitude
of object classes in RGB-D images and to classify them, while simultaneously estimating
their pose. Their approach deals with rigid objects; consequently, such poses consist of
3 translation and 3 rotation parameters, hence called 6D pose.
Inspired by the algorithm of Taylor et al. [38] (see Section 3.4 on the preceding page),
they also use a two-stage approach. First, a random forest is used to regress reference
coordinates. However, since not only the object pose, but also the object class is unknown, a classification component was added. This enables the forest to predict which
object classes certain pixels might belong to, while simultaneously regressing reference
coordinate probabilities for the appropriate objects. In the next step, a RANSAC-based
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scheme is employed to “sample […] pose hypotheses based on observed depth values and
the coordinate predictions from the forest” [2, p. 544]. This means that for each sample,
a geometry check is performed to see if the object matches the input image and the forest predictions if it were rendered in this pose. Thus, the algorithm can quickly discard
unlikely samples. The ones that passed the check are subject to further refinement where
they are optimized to match the image as accurately as possible. Finally, the best one of
the remaining hypotheses is returned as the predicted pose. If the input image contains
multiple objects for which poses shall be estimated, the sampling and refinement process
has to be performed for each object independently.
The random forest implementation used in their paper has since been further developed
[see 3]. Its current version is employed for the evaluation part of this thesis, which is
described in detail in Chapter 8 on page 29.
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4 Overview
The ultimate goal is to develop a system that is able to reliably and robustly detect hand
poses from single RGB-D images. To achieve this, the approach of Brachmann et al.
[2] is adapted and extended. However, since developing the whole estimation process
would go beyond the scope of this thesis, the focus lies on adapting the first stage of the
algorithm – the reference coordinate prediction through a random forest.
In the system of Brachmann et al., which is described in Section 3.5, a random forest
classifies image pixels and regresses reference coordinates for them. Such coordinates as
an intermediate estimation step are also used for the algorithm developed here. However,
the object classification can be omitted since the only object class is the hand itself. This
means that the remaining task of the random forest is the regression; for each pixel of the
input image, a probability distibution over possible hand coordinates 10 is predicted.
Since the random forest will produce some mismatches, the RANSAC-based energy
minimization approach of Brachmann et al. can e.g. be employed to find the optimal
pose. However, this part lies beyond the scope of this thesis and will not be covered
here.
One of the main contributions of this thesis is the conceptualization and evaluation of
possible ways to define hand coordinates. The obvious choice would be to adopt the definition used by Taylor et al. and Brachmann et al. [38, 2], where the reference coordinates
are defined by the 3D positions of the surface points on a reference pose. This approach
will also be evaluated for hand coordinates in the following chapters; however, since it
might not be ideal in the context of hand poses, two alternate hand coordinate definitions
were devised. The first one consists of geodesic distances to reference points on the hand
surface, while the other one uses texture coordinates. All of them are explained in detail
in Chapter 5 on the following page.
In order to try out and evaluate the different hand coordinate definitions, training and
test data sets with annotated ground truth are necessary for the random forest. The
generation of such ground truth data is another major part of this thesis. To achieve
this, an existing hand pose data set was extended with ground truth images for each
hand coordinate concept, which is described in-depth in Chapters 6 and 7.
10

Reference coordinates of hand surface points will be referred to as hand coordinates from here on.
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5 Hand Coordinate Concepts
Three different coordinate representations were conceptualized and evaluated: 3D cartesian coordinates of a reference pose, geodesic distances to reference points, and 2D
texture coordinates of the hand surface. Example images of the concepts side-by-side
are provided in Section 6.2, where the contributed data set is presented.

5.1 3D Cartesian Coordinates on a Reference Pose
This coordinate definition is identical to those known from Taylor et al. and Brachmann
et al. [38, 2]; the hand coordinate for each surface point is defined as the 3D position
of said point in the reference pose. Figure 5.1 shows the chosen pose and the assigned
hand coordinates for each surface point mapped to the RGB color cube (with (x, y, z)
being represented by (R, G, B), respectively).
As this approach yielded state-of-the-art results in previous applications [38, 2], implementing and evaluating it for hands was an obvious choice.

(a)

(b)

(c)

(d)

Figure 5.1: The hand model in its reference pose and a color coding of the hand coordinates
defined by the 3D positions of the surface points. (a) Reference pose viewed from
the front. (b) Color coded hand coordinates for the front view. (c) The same pose
viewed from the back. (d) Color coded coordinates for the back view. Note that the
pose was chosen in a way that the fingers of the hand are far apart from each other
to increase their distance in cartesian coordinates (while still maintaining a realistic
pose), aiding the random forest’s coordinate regression.
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5.1.1 Finger Confusion Problem
As already hinted in Chapter 4, this definition might not be ideal when used with hands.
The reason for that are the numerous self-similarities in both texture and shape of the
hand (especially of the fingers) that hinder the prediction of the correct hand coordinates
by the random forest severely. While this holds true for any coordinate representation,
it has a greater effect on this particular one, since the natural shape of the hand causes
the fingers and fingertips to be relatively close to each other. Consequently, the hand
coordinates at these positions have small distances in the 3D space, which in turn may
have a big impact on the predictions of the random forest.
During the training stage of the forest, it will try to adjust its model parameters to
find accurate solutions for the training set. When evaluating a prediction, the error is
measured by the distance of the true hand coordinate and the predicted one. However, if
the coordinates of different fingers lie close together, the error of predicting a coordinate
on a neighboring finger instead of the true one will be relatively small. This is not
ideal for estimating hand poses, since predicting the wrong finger will most likely have a
greater impact on the falseness of the final pose estimate than predicting a coordinate on
the right finger offset by the same distance. Thus, errors across different fingers should
ideally be penalized stronger, which is not always the case with this hand coordinate
definition.

5.1.2 Choice of the Reference Pose
To counteract the finger confusion problem as much as possible, the reference pose was
chosen in a particular way: the fingers of the hand were stretched as far apart from each
other as possible while still maintaining a realistic pose (see Figure 5.1 on the preceding
page). However, even with this measure implemented, some fingers still lie relatively
close to each other, so it can only lessen, but not solve the problem.

5.2 Geodesic Distances to Reference Points
This concept makes use of distances along the surface area of the hand. The geodesic
distance between two arbitrary points on a mesh is defined as the shortest distance
between these two points along the mesh’s surface. To determine the hand coordinate
of a point, the geodesic distances to predefined reference points (which also lie on the
surface of the mesh) are calculated, which together make up the hand coordinate of the
point in question.
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5.2.1 Choice of Reference Points
In order to use this concept in practice, two crucial questions had to be answered.
First, how many reference points are necessary in order to obtain unique coordinates
for all the surface points across the hand? Second, how can one cleverly position these
reference points to maximize the efficiency and accuracy of the predictions from the
random forest?
The answer to the first question has to be at least three. With only one reference
point, all surface points that have the same distance to it would be assigned the same
coordinate. With two reference points, there would still be many ambiguities. However,
with three reference points, it is always possible to obtain unique coordinates for a ﬂat
surface, assuming they do not lie on a line. For the hand mesh used in this thesis (which
does not have a ﬂat surface), it was verified that all vertices of the mesh were assigned
a unique hand coordinate when using three specific reference points, which is why this
number was kept for the coordinate definition. In addition, having three-dimensional
coordinates is handy for storing ground truth, since a single color image (with three
channels) is able to hold all necessary information.
The second question is more sophisticated to answer. The main reason why this concept
was devised is to define hand coordinates which do not suffer from the shortcomings
of the random forest’s error metric (cf. the finger confusion problem in Section 5.1.1).
Thus, it was essential to place the reference points in a way that a) the aforementioned
premise of unique hand coordinates still holds, and b) the coordinates for points on
different fingers differ greatly in at least one dimension.
The final choice fell on one point on the index finger tip, one on the ring finger tip, and
one near the carpal of the hand. This configuration fulfills the requirements specified
above well, with the hand coordinates on different fingers differing greatly. While the
carpal reference point is relatively far away for every finger, either the distance to one
of the other reference points is very small (index and ring finger), both of them are very
similar (middle finger), or one of them is greater than the other by a sufficient margin
(little finger and thumb). Figure 5.2 on the next page shows the reference points on the
hand and provides examples of color-coded hand coordinates.

5.2.2 Computation Method
The hand coordinates were calculated using Dijkstra’s algorithm [6], which facilitates the
computation of shortest paths between nodes in a graph. Since the vertices and edges
of the hand mesh represent such a graph, the algorithm was applied for each reference
point to find the shortest paths from these points to all other vertices of the mesh along
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(a)

(b)

(c)

Figure 5.2: The reference points chosen for the definition of geodesic distance coordinates and a
color coding of hand coordinates defined in this way. (a) The positions of the three
reference points on the hand mesh. (b) Color coded hand coordinates, as defined
by the reference points. (c) Color coded hand coordinates for the same pose as in
(b), but viewed from the back. The intensities of the color channels increase with the
distance to the reference points; for example, the further away a surface point lies
from reference point A, the higher its red value becomes. Note how this definition
causes the fingers to have very distinct colors.

its edges. For all other surface points (which are not vertices of the mesh), the hand
coordinates were interpolated from the vertices surrounding the face that the point lies
on.
This method does not ensure exact geodesic distances, since – in most cases – the length
of the shortest path between two vertices along the edges of the mesh does not coincide
with the shortest distance between these points along the mesh’s surface. However, the
approximations resulting from this method are accurate enough in order to use them
as hand coordinates, and increasing their precision does not necessarily improve the
random forest’s predictions. In addition, the computation of approximations runs very
fast this way and is easy to implement.

5.3 2D Texture Coordinates
For this concept, texture coordinates are calculated for each vertex of the hand mesh.
Usually, such coordinates are used to assign positions on texture images to vertices,
but in this case they are used directly as hand coordinates. As a result, the computed
coordinates are only two-dimensional – in contrast to the previously presented concepts,
which both employed three-dimensional coordinates.
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(a)

(b)

(c)

(d)

Figure 5.3: Visualization of the mapping from hand surface points to texture coordinates. (a) The
hand mesh, with the boundary loop highlighted in blue. (b) Transformed hand mesh
where each vertex was mapped to its texture coordinate (using edge length weights).
(c) The color representation used to visualize the texture coordinates of (b) and store
ground truth. (d) The color-coded hand coordinates for the pose from (a). The
green overlaid area in (a) and (b) marks the region of the hand mesh that belongs
to the arm and is not included in any generated ground truth (denoted by a gray
line in (d)). Note that the texture coordinate representation causes the finger tips to
move very close to each other, which might hinder the random forest’s regression (cf.
Section 5.1.1 on page 14).

5.3.1 Computation Method
To calculate the texture coordinates, a mesh parameterization method presented by
Hormann et al. [12] is used. It exploits the fact that “for any two surfaces with similar
topology, there exists a bijective mapping between them” [12, p. ii]. Since the hand mesh
used in this thesis is topologically equivalent to a disk,11 its surface is mapped onto a
unit circle. Figure 5.3 visualizes this mapping and the color coding used to represent
the hand coordinates.
For each vertex xi ∈ V (H) (where V is the set of vertices of the hand mesh H), a texture
coordinate (ui , vi ) is computed. In this method, the coordinates of the vertices lying on
the boundary loop are computed first. They are placed on the edge of a circle centered
at (0.5, 0.5)T with a radius of 0.5, and each vertex’ position on the circle is determined
by the angle αi (0 ≤ αi < 360) which is chosen proportionally to the position of said
vertex on the boundary loop. The position of each boundary vertex is thus calculated
as:
1
1
ui = cos(αi ) +
(5.1)
2
2
1
1
vi = sin(αi ) +
(5.2)
2
2
The remaining vertices that do not lie on the mesh boundary are placed inside this
11

To achieve topological equivalence to a disk, a mesh must have exactly one shell and one boundary
loop. In the case of the hand mesh, its whole surface area consists of one shell, and exactly one
boundary loop exists where the hand is “cut off” the arm.
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circle, such that each vertex’ position is determined by the weighted centroid of its
direct neighbors. Thus, for each vertex, the equations
X
X
wij ui −
wij uj = 0
(5.3)
j∈N1 (i)

X
j∈N1 (i)

j∈N1 (i)

wij vi −

X

wij vj = 0

(5.4)

j∈N1 (i)

are solved, with N1 (i) being the set of vertices that are direct neighbors of xi (i.e. the
one-ring of xi ).
For the weights wij , four different options were evaluated:
• Constant weight. Every edge is assigned a constant value:
∀i ∈ V (H) ∀j ∈ N1 (i) wij = 1

(5.5)

• Edge length weight. The weights are proportional to the lengths of the corresponding edges:
∀i ∈ V (H) ∀j ∈ N1 (i) wij = kpi − pj k
(5.6)
with pi and pj being the positions of the vertices xi and xj , respectively.
• Inverse edge length weight. The weights are inversely proportional to the
lengths of the corresponding edges:
∀i ∈ V (H) ∀j ∈ N1 (i) wij =

1
kpi − pj k

(5.7)

• Cotangens weight. The weight of an edge is defined by the shape of its adjacent
faces:
∀i ∈ V (H) ∀j ∈ N1 (i) wij = cot αij + cot βij
(5.8)
where αij and βij depend on the triangles adjacent to the edge connecting xi and
xj . They are defined by the angles of the triangle corners lying on the opposite
side of the edge, respectively (see Figure 5.4 on the next page).
The positions of the non-boundary vertices are computed simultaneously by constructing
two linear equation systems – one for the x and one for the y coordinate – and solving
them in a least-squares fashion. [12, pp. 54 sqq.]

5.3.2 Utilization
Since this hand coordinate definition might also suffer from the finger confusion problem
(cf. Section 5.1.1 on page 14), the weighting method that separates the finger tips
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Figure 5.4: Visualization of the angles defining the cotangens weights for texture coordinates.
For the edge connecting xi and xj , the corresponding angles αij and βij are marked.
Taken from [9] (modified).

(a)

(b)

(c)

(d)

Figure 5.5: Comparison of the evaluated weighting options for calculating texture coordinates.
(a) Constant weights. (b) Edge length weights. (c) Inverse edge length weights. (d)
Cotangens weights. While the differences are not easily spotted as most coordinates
lie relatively close to the center of the unit circle (see Figure 5.3 on page 17), they
are most prevalent at the fingers. Edge length weights provided the best results (in
terms of distinctiveness of the fingers), while cotangens weights performed the worst.

the furthest from each other was chosen, which was edge length weighting. Figure 5.5
compares the different weighting options with color-coded coordinates for an example
pose.
For storing ground truth data, the ﬂoating point values ui and vi of the coordinates (lying
in the [0, 1] interval) were converted to 16 bit integer values in the [−32,768, 32,767]
interval. This enables saving them to standard image files; however, it also implies a
quantization to whole integer values. With the mesh not having the most fine-grained
resolution (it contains a little less than 2000 vertices) and 65,535 different values at
disposal, the resulting quantization error is negligible.
A major difference between this hand coordinate concept and the other ones presented
(see Sections 5.1 and 5.2) is that distances between hand coordinates are not proportional
to “real” distances on the mesh. For example, two points with a particular distance will
be very close to each other in hand coordinates if they lie on a finger; two points with
the same distance lying near the carpal, however, will have a much larger distance in
hand coordinates. This fact needs to be considered when training the random forest
with this hand coordinate concept.

19

6 Data Sets
As already noted in Chapter 4, ground truth data sets for each hand coordinate concept
had to be provided to train a random forest and evaluate its performance. Since creating
a large realistic hand pose data set and annotating it manually with ground truth requires
a lot of effort and would go beyond the scope of this thesis, existing data sets from
previous research were evaluated. Because these data sets already provide ground truth
information, the creation of new ground truth for the conceptualized hand coordinates
(see Chapter 5) can be automated, making its generation in large amounts feasible within
the scope of this thesis.
To qualify as a basis for the generation of new ground truth, the data set had to meet
certain criteria. First, it needed to provide both depth and RGB images for each frame.
Second, the annotated ground truth was required to be detailed enough to fully recover
the hand pose and accurately fit a hand model based on this data.12 In the following
sections, four different data sets are presented, with one of them being chosen for further
usage.

6.1 Existing Data Sets
6.1.1 Dexter 1
The Dexter 1 data set was created as part of the research of Sridhar et al. [34] on hand
motion tracking. It contains seven different sequences of “challenging, slow and fast
hand motions that cover […] the abduction-adduction and ﬂexion-extension of the hand”
[5], thus providing a broad range of poses.
While this data set is relatively small (around 3000 frames), it provides a lot of information. Each frame of the data set was captured with five standard RGB cameras viewing
the scene from different angles, one time-of-ﬂight depth sensor, and one structured light
depth camera. In addition, point clouds are provided which were constructed from the
depth information for each frame. Such high-level information is not necessary for the
task at hand, but can certainly be useful for other applications.
12

For more information on the actual fitting process, see Chapter 7 on page 25.
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The manually annotated ground truth, however, only describes the 3D positions of the
finger tips, which is not enough information to fully recover the hand pose. Furthermore, the resolution of the images is only 320 x 240 pixels, which is relatively small.
Consequently, this data set was discarded for use in this thesis.

6.1.2 ICVL Hand Posture Dataset
This data set was published together with the work of Tang et al. [36] on hand pose
estimation. It contains depth images from 10 different subjects viewed from multiple
angles.
With a total number of 180,000 images, this data set is very large. The annotated
ground truth for each image is given as the 3D positions of the joints, the finger tips
and the palm, which is enough information to reconstruct the full hand pose. However,
with a resolution of 320 x 240 pixels, the images are also relatively small. In addition,
the data set consists only of depth images, not providing any color information. Since
RGB images are essential for the random forest’s predictions, this data set was also
discarded.

6.1.3 MSRA Hand Gesture DB
This database of hand gestures was published as part of the research of Wei et al. [46]. It
was created because “few public datasets [existed] for hand pose estimation” [46, p. 6] at
that time, with most of them turning out to be “insufficient for learning based methods”
[46, p. 6].13
The data set consists of 17 hand motion sequences, which were captured with 9 different subjects. Containing a total of 76,500 frames, it is also relatively large. The
individual data are very similar to those from the ICVL Hand Posture Dataset; ground
truth consists of the 3D positions of every hand joint, the finger tips, and a point on the
palm near the carpal, which is – as already mentioned – enough to recover the full hand
pose. However, the resolution is also only 320 x 240 pixels and again, only depth images
are given, rendering this data set unusable for the task at hand as well.

13

Wei et al. also evaluated their system on the aforementioned ICVL Hand Posture Dataset. However,
it turned out that “these data are relatively simple and [their] approach achieves very good results
on them” [46, p. 6], motivating them to “collect and release a large and more challenging dataset”
[46, p. 6] and compare their algorithm’s performance.
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6.1.4 NYU Hand Pose Dataset
Compiled by Tompson et al. [40], this data set is part of their research on one-shot hand
pose estimation. It contains a training and a test set, which they used to construct
a convolutional neural network. The images were recorded with three Kinects, each
viewing the scene from a different angle.
The data set contains around 81,000 frames, resulting in a total of around 243,000
images, which makes this the largest data set of the ones evaluated. The ground truth
information is also quite extensive, consisting of the 3D positions of all hand joints, the
finger tips, and several points on the palm. With a resolution of 640 x 480 pixels and
RGB-D images given for each view, this data set seemed the most suitable for this thesis.
The only drawback was that only two subjects were recorded with the majority of the
images displaying the same person, thus not covering different hand appearances well.
However, since the data set contains a lot of noise, this disadvantage is alleviated to
some extent. In addition, noisy data are advantageous for training random forests as
the data used in practice will most likely also contain noise.
Since this data set contains all necessary information, and its advantages outweigh its
disadvantages, it will be used for all further work required for the hand coordinate
concepts developed in this thesis.

6.2 Contributed Data Set
For each hand coordinate concept (as described in Chapter 5 on page 13) it was necessary
to generate training and test data that consist of RGB-D images annotated with ground
truth specific to each coordinate concept. The RGB-D images could be adopted directly
from the NYU Hand Pose Dataset without much modification (only the depth images
had to be converted to the correct format, see Section 3.2 on page 6), but the ground
truth had to be created. To achieve this, a software was developed which is able to
automatically generate this ground truth by fitting a hand model into the scenes (see
Section 7.2 on page 26 for details).
The contributed training data set consists of 10,000 images randomly picked from the
NYU training set. Each image was annotated with ground truth for every hand coordinate concept, resulting in an additional 30,000 files. These files are also given in an image
format where each pixel contains the appropriate hand coordinate at that position in
the corresponding RGB-D image. Note that the training data for each hand coordinate
concept contain the exact same frames to ensure that the performance of the random
forests can be compared properly without having different training conditions.
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In addition to the training set, a test set had to be created to evaluate the random
forests’ performances. It consists of the complete NYU test set, yielding around 25,000
images in total. The ground truth generation was executed in the same fashion as for
the training set.
It is important to keep in mind that the new generated ground truth does not contain the
actual hand poses, but only the intermediate representation in form of hand coordinates,
since that is what the random forests will try to predict. However, the final poses can
be derived from the hand coordinates, but this step is beyond the scope of this thesis.
For the random forests’ training procedure, it was also necessary to provide segmentation
images. They were generated simultaneously with the ground truth and simply contain
a binary value (white or black) for every pixel, indicating whether it is part of the hand
or background.14
Figure 6.1 on the following page shows some example images from the contributed test
data set for all hand coordinate concepts.

14

Theoretically, this segmentation could also be derived directly from the ground truth images (with
every non-black pixel being part of the hand). However, the implementation of the random forests
used in this thesis requires separate segmentation images.
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Figure 6.1: Excerpt from the contributed test data set, with each row representing one data record.
The first column shows the original RGB images from the NYU test set (the corresponding depth images are omitted). The second, third and fourth column show the
ground truth for 3D hand coordinates, geodesic distances, and texture coordinates, respectively. The fifth column contains the segmentation images required for the random
forests. Images in the first column are taken from [40].
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7 Implementation
A key component of this thesis is the software that was developed to handle all the
automatable aspects of the performed research. Its main task is the automatic generation
of large amounts of ground truth for an existing data set of RGB-D hand pose images15 .
In addition, it provides various visual debugging mechanisms and some tools to convert
images to the correct formats.

7.1 Components
The application has a graphical user interface (GUI), which incorporates a 3D rendering
context. The GUI was realized with the Qt framework [28] and contains various input
fields to change the current settings of the program while also providing access to the
debugging tools.
The 3D rendering is performed through OGRE [22] (short for Object-oriented Graphics
Rendering Engine), which provides an abstraction of the graphics hardware and APIs.
It also simplifies building a scene and displaying meshes considerably. The choice fell on
OGRE over other engines like the Unreal Engine [43] or Unity [42] because it is published
under a free software license and has an active community as well as good tutorials. In
addition, there was no need for a full-ﬂedged game engine; while OGRE also provides
features beyond the needs of this thesis, the other mentioned engines are even larger,
which would make development unnecessarily complex.
The application uses a model of the human hand to reproduce the poses in the NYU data
set. In the research of Tompson et al. [40], they also used a hand model to reconstruct
poses based on the predictions of their convolutional neural network. As they published
the source code of their system, the hand model they had used was also made available.
It is a relatively simple model that is already rigged, i.e. it contains a skeleton with every
vertex having at least one bone assigned, which is necessary to extract or reenact hand
poses. For these reasons, the same hand model is reused here.

15

See Chapter 6 on page 20 for more information on this data set.
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7.2 Ground Truth Generation
The main purpose of the application is to generate the necessary ground truth data
for each of the devised hand coordinate concepts.16 This process consists of several
stages: first, the existing ground truth data from the NYU Hand Pose Dataset is loaded,
which is provided as a MATLAB (.mat) file. It contains the 3D positions of key hand
features such as the carpal, several points on the palm, all the joints, and the finger
tips. Afterwards, an RGB-D image from the same data set is selected and the hand
model (or, to be precise, its skeleton) is deformed to match the 3D positions of the given
ground truth for this image as accurately as possible. Finally, the obtained model shape
is used to calculate the hand coordinate for each visible surface point of the hand, and
the result is rendered to an image file where each pixel contains the hand coordinate at
its position.17 This process is repeated for every hand coordinate concept and as many
frames as desired.
For the fitting part, i.e. the deformation of the hand skeleton, a hierarchical inverse
kinematics approach combined with global optimization is used. First, the skeleton root
node18 (lying at the carpal of the hand) and its direct children (which are the roots of the
fingers) are fitted to their given 3D positions using the Kabsch algorithm [15]. The output
of this algorithm represents the optimal rotation and translation – which minimizes the
squared deviation – for the considered nodes without altering the local positions of the
finger root nodes in the coordinate system of the skeleton root. Afterwards, the fitting
process traverses the kinematic chains of each finger and performs a greedy alignment
for every node along the chain. Because all nodes, with the exception of the root, have
exactly one child (or none if they are the final link of a kinematic chain, i.e. a finger
tip), this alignment can be performed by rotating the node to minimize the distance of
its child to the ground truth 3D position. For the final links of each finger, the node is
rotated to have the up-vector point to the finger tip ground truth position to obtain the
optimal rotation. Figure 7.1 on the next page shows the hand skeleton and visualizes
the kinematic chains.
This greedy approach already aligns the hand model relatively well to the given ground
truth. However, in many cases it can be refined further. To achieve this, a global
optimization is subsequently performed, using the result from the previous alignment
as an initialization for the algorithm. The goal of this optimization is to minimize the
squared distances of every skeleton node to their ground truth positions simultaneously.
The NLopt library [39] (short for non-linear optimization) is employed for this purpose,
which provides a multitude of algorithms to perform the desired task. In this application,
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See Chapter 5 on page 13 for more information on these concepts.
Pixels not belonging to the hand are marked as black, i.e. with a color value of (0, 0, 0).
18
A skeleton always has a root node, with all other joints being direct or indirect children of it.
17
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Figure 7.1: The hand mesh used for the fitting process and its skeleton. Note how each finger
represents a kinematic chain, starting at the skeleton root node, which is marked
with a red circle. Also note that the node marked in blue is not a single node in the
internal skeleton representation, but four different ones with the same positions, with
each finger (except for the thumb) being a child of one of them. Thus, the premise
that every node except the root has one child at most still holds.

the Sbplx algorithm19 is used because it is derivative-free,20 showed good results, and
terminated quickly compared to other available algorithms. Figure 7.2 on the following
page shows the potential improvements resulting from such global optimization for some
example images.

19
20

Sbplx is NLopt’s re-implementation of the Subplex algorithm, which was introduced by Rowan [30].
Derivative-free means that the algorithm does not require the specification of a gradient.
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Figure 7.2: Comparison of hand fitting performance with and without global optimization. Top
row: three images from the NYU Hand Pose Dataset [40] with the fitted hand model
on top; the fit was performed using only the greedy algorithm. Bottom row: the
same three images, but the overlaid hand models were fitted with global optimization
performed after the initial greedy fit. Note that the part of the arm below the carpal
is not included in generated ground truth since it cannot always be fitted accurately
enough (as in the middle images) and is not required.
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8 Evaluation and Results
Using the data set described in Section 6.2, random forests were trained for each hand
coordinate concept. As mentioned before, the implementation of the forests and their
training process was provided by Brachmann et al. [3], who have already used it successfully in their own object pose estimation system [2].
After the training process had been completed, the forests’ performances were evaluated with the generated test set. However, there are several ways of performing this
evaluation, depending on the parameters used. In addition, since the forests output
a probability distribution over hand coordinates and not a single prediction per pixel,
different metrics can be used. The varying aspects of the evaluation are:
• Auto-context. During the training stage, a stack of three random forests was
constructed for each hand coordinate concept. However, using auto-context does
not necessarily provide an impactful advantage and runs slower than using a single
forest. Thus, performances both with and without auto-context were tested.
• Evaluated modes. As mentioned above, the random forests output a distribution over hand coordinates per pixel. These distributions are represented by the
predicted possible hand coordinates together with the probability of each coordinate.21 For the evaluation, two approaches were pursued: first, only the most
probable mode per pixel was considered. Second, only the mode that was closest
to the ground truth (i.e. the best prediction instead of the most probable one) was
taken into account.
• Error metric. For each option of evaluated modes, one has to decide how to
measure the discrepancy between prediction and ground truth. Two approaches
were considerd here: a binary inlier/outlier decision as well as taking the distance
between predicted coordinate and ground truth (but capped at a certain threshold
so that obvious outliers do not inﬂuence the average too much).
• Inlier threshold. For both error metrics, a smart threshold choice is essential. It
determines what the maximum discrepancy between prediction and ground truth
is for it to still be considered an inlier. If this value is chosen too small, many
good predictions will be labeled outliers, while a value too large will allow bad
predictions to be considered good.
21

A possible hand coordinate together with its probability will be referred to as mode from here on.
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• Result averaging. To achieve accurate pose estimates, it is important for the
inliers to be distributed evenly over the visible hand surface. Otherwise, if e.g. a
lot of inliers are found on the palm, but very few on the fingers, the algorithm that
optimizes the pose estimates based on the hand coordinates predicted here will
not be able to reliably produce accurate results. When averaging the prediction
qualities across whole images, however, this matter is not taken into consideration
and information about the inlier distribution is lost. For this reason, the inliers on
the palm and the fingers will be evaluated separately.
Since the random forests consist of several decision trees,22 all results were averaged
over those trees for each image. In addition, only the pixels that belong to a hand
were considered and the background pixels were ignored; otherwise, the segmentation
aspect would dominate the results and no meaningful conclusions about the actual hand
coordinate predictions could be drawn.
Because the execution of all the forest predictions takes a very long time23 and only
limited computational power was available, all tests were performed on the first 3000
images of the NYU test set, which consist of 1000 frames recorded from three different
camera angles.24 They depict hand motion sequences which cover a variety of hand and
finger movements.
In the various graphs illustrating the results (e.g. Figure 8.1), some frames cause unnaturally large spikes in the plots. The reason for this is most likely an error in the generated
ground truth, since for some frames, noise in the original ground truth distorted the
recovered hand pose a lot. It is very unlikely that the random forests’ predictions simply
fail sporadically, since neighboring frames have very similar appearances.
The following sections will present detailed results for each hand coordinate concept;
afterwards, they will be compared against each other.

8.1 3D Cartesian Coordinates
To begin the evaluation, the aforementioned inlier threshold must be set to a reasonable
value. For this coordinate concept, 20 mm seemed appropriate, since it allows good
predictions to be included as inliers while rejecting the ones that are too far off. In addition, this value was also used by Wei et al. to threshold the joint error of estimated hand
poses in their system [46, p. 6]. However, to also gain insight into the random forests’
22

The forests that were trained for this evaluation all consist of three trees.
Execution time on the test machine was up to five seconds per image, depending on settings, forest
parameters, and image contents.
24
Hereinafter, the term test set always refers to these 3000 images and not the complete NYU test set.
23
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Table 8.1: Results for 3D hand coordinates, averaged over the test set. (a) Inlier percentages for
different modes (rows) and different thresholds (columns). (b) Prediction errors, i.e.
disprepancies to ground truth, for the same modes (rows); outlier errors are capped
at different thresholds (columns). Both (a) and (b) were measured with auto-context
enabled. (c) and (d) show the results of (a) and (b) without auto-context, respectively.

(a)
Most prob.
Best

20 mm
36.7 %
39.1 %

10 mm
14.9 %
15.6 %

5 mm
3.4 %
3.5 %

(b)
Most prob.
Best

20 mm
16.8 mm
16.7 mm

10 mm
9.5 mm
9.5 mm

5 mm
4.95 mm
4.95 mm

(c)
Most prob.
Best

20 mm
21.4 %
27.8 %

10 mm
7.6 %
9.7 %

5 mm
1.5 %
1.8 %

(d)
Most prob.
Best

20 mm
18.3 mm
17.8 mm

10 mm
9.8 mm
9.7 mm

5 mm
4.98 mm
4.98 mm

performances for stricter constraints, all measurements were additionally performed with
a threshold of 10 and 5 mm, respectively.
Table 8.1 gives an overview of the performances for this coordinate concept (averaged
over the test set) with different combinations of evaluation parameters.
The results demonstrate the significance of enabling auto-context, which was able to
approximately double the inlier percentages in most cases compared to the non-autocontext measurements. When evaluating the prediction errors, it was also able to improve the results even though this is not reﬂected as strongly in the measurements;
however, since the large number of outliers dominate the average prediction errors in all
cases, the improvements are more significant than they seem by the numbers. Furthermore, the discrepancies between the results for the most probable and the best mode are
a lot bigger when auto-context is disabled, indicating that the most probable prediction
is often not the best one; with auto-context enabled, the best prediction coincides with
the most probable one more frequently.
Moreover, the importance of the threshold value is shown. While a large value produces
a lot of inliers, decreasing this value reduces the amount of inliers significantly.
The results from Table 8.1 do not distinguish between palm and fingers; inlier percentages
and prediction errors were averaged over the whole hand. However, as mentioned above,
it is important to have an even distribution of inliers over the hand to ensure that
accurate pose estimations are possible based on the hand coordinates presented here.
Table 8.2 on the following page presents the measured inlier percentages and prediction
errors with a differentiation between palm and fingers, while Figure 8.1 on the next page
shows a more detailed comparison of palm and finger prediction performances for the
front view frames of the test set.

31

Table 8.2: Results for 3D hand coordinates for palm and fingers separately, averaged over the
test set. (a) Inlier percentages for different modes (rows) and different thresholds
(columns). (b) Prediction errors, i.e. disprepancies to ground truth, for the same
modes (rows); outlier errors are capped at different thresholds (columns). Since autocontext proved to be very useful, it was enabled for all measurements.

(a)
Palm, most prob.
Fingers, most prob.
Palm, best
Fingers, best
(b)
Palm, most prob.
Fingers, most prob.
Palm, best
Fingers, best

20 mm
43.4 %
28.9 %
43.8 %
33.4 %

20 mm
16.2 mm
17.6 mm
16.2 mm
17.2 mm

10 mm
18.1 %
11.1 %
18.2 %
12.5 %
10 mm
9.4 mm
9.7 mm
9.4 mm
9.6 mm

5 mm
4.7 %
2.0 %
4.7 %
2.1 %
5 mm
4.93 mm
4.98 mm
4.93 mm
4.98 mm
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Figure 8.1: Results for 3D hand coordinates, with palm and finger predictions visualized separately. Auto-context is enabled, only the best predictions for each pixel are used,
the inlier/outlier decision is binary, the threshold is set to 20 mm, and the frames
depicted are from the frontal view.
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Figure 8.2: Comparison of the results for different camera angles for the test set using 3D hand
coordinates. Auto-context is enabled, only the best predictions for each pixel are used,
the inlier/outlier decision is binary, and the threshold is set to 20 mm.

These results reveal large discrepancies between the prediction qualities of palm and
finger coordinates with the latter being considerably worse. In addition, the most probable and the best modes seem to very often match for palm coordinates, which does not
happen as often for finger coordinates.
Another interesting aspect to evaluate is the performance of the random forests when
confronted with images displaying the same hand pose, but viewed from different camera
angles. Figure 8.2 visualizes this for the test set.

8.2 Geodesic Distances
This hand coordinate concept was evaluated in a very similar way as the 3D coordinate
concept. Again, the threshold values were chosen as 20, 10, and 5 mm, since the discrepancies between predictions and ground truth, as they are represented by geodesic
distances, are very similar to those in 3D coordinates.
Table 8.3 on the next page gives an overview of the performances for the geodesic distances concept (averaged over the test set) with different combinations of evaluation
parameters (in the same manner as it was done for the 3D coordinate concept).
The average results appear to be very similar to the ones measured for 3D hand coordinates; enabling auto-context induces a comparable improvement for both the inlier
percentages and the prediction errors, while also lowering the discrepancies between the
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Table 8.3: Results for geodesic distance coordinates, averaged over the test set. (a) Inlier percentages for different modes (rows) and different thresholds (columns). (b) Prediction
errors, i.e. disprepancies to ground truth, for the same modes (rows); outlier errors are
capped at different thresholds (columns). Both (a) and (b) were measured with autocontext enabled. (c) and (d) show the results of (a) and (b) without auto-context,
respectively.

(a)
Most prob.
Best

20 mm
30.6 %
34.2 %

10 mm
11.9 %
13.3 %

5 mm
3.0 %
3.3 %

(b)
Most prob.
Best

20 mm
17.4 mm
17.1 mm

10 mm
9.6 mm
9.5 mm

5 mm
4.96 mm
4.95 mm

(c)
Most prob.
Best

20 mm
17.7 %
25.3 %

10 mm
6.4 %
9.4 %

5 mm
1.6 %
2.3 %

(d)
Most prob.
Best

20 mm
18.6 mm
17.9 mm

10 mm
9.8 mm
9.7 mm

5 mm
4.98 mm
4.97 mm

measurements for most probable and best modes. The choice of threshold values also
has a comparable impact on the prediction qualities.
The results from Table 8.3 do not distinguish between palm and fingers and were averaged over the whole hand. Because of the aforementioned importance of having evenly
distributed inliers across the whole hand, the inlier percentages and prediction errors
for this coordinate concept were also measured with a differentiation between palm and
fingers. These results are presented in Table 8.4 on the following page, while Figure 8.3
on the next page compares palm and finger performances for the front view frames of
the test set.
When taking the most probable mode, these results reveal similar discrepencies to those
determined for the 3D hand coordinates (with the finger predictions being worse than the
palm predictions). When taking the best mode, however, the finger prediction qualities
are able to surpass the ones on the palm by a slight margin.
The inﬂuence of the camera angles has also been evaluated for this hand coordinate
concept; a comparison of frontal, top and side view of identical hand poses is visualized
in Figure 8.4 on page 36.

8.3 2D Texture Coordinates
The evaluation of the texture coordinate concept proved to be more difficult than the
other ones. Since the definition of the texture coordinates required a mapping of the
hand mesh vertices onto a 2D unit circle (see Section 5.3.1 on page 17), distances between
neighboring vertices in texture coordinates are not proportional to their original 3D dis-
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Table 8.4: Results for geodesic distance coordinates for palm and fingers separately, averaged over
the test set. (a) Inlier percentages for different modes (rows) and different thresholds
(columns). (b) Prediction errors, i.e. disprepancies to ground truth, for the same
modes (rows); outlier errors are capped at different thresholds (columns). Since autocontext proved to be very useful, it was enabled for all measurements.

(a)
Palm, most prob.
Fingers, most prob.
Palm, best
Fingers, best
(b)
Palm, most prob.
Fingers, most prob.
Palm, best
Fingers, best

20 mm
35.5 %
24.9 %
36.1 %
31.6 %

20 mm
17.1 mm
17.8 mm
17.1 mm
17.2 mm

10 mm
13.0 %
10.4 %
13.1 %
13.2 %
10 mm
9.6 mm
9.6 mm
9.6 mm
9.5 mm

5 mm
3.1 %
2.7 %
3.2 %
3.4 %
5 mm
4.96 mm
4.96 mm
4.95 mm
4.95 mm
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Figure 8.3: Results for geodesic distance coordinates, with palm and finger predictions visualized
separately. Auto-context is enabled, only the best predictions for each pixel are used,
the inlier/outlier decision is binary, the threshold is set to 20 mm, and the frames
depicted are from the frontal view.
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Figure 8.4: Comparison of the results for different camera angles for the test set using geodesic
distances. Auto-context is enabled, only the best predictions for each pixel are used,
the inlier/outlier decision is binary, and the threshold is set to 20 mm.

tances (which was the case for the other hand coordinate concepts). In addition, as mentioned in Section 5.3.2, the texture coordinates were stretched to the [−32,768, 32,767]
interval to minimize quantization errors.
Consequently, the inlier thresholds had to be defined in a way that respects these circumstances. To achieve this, the thresholds for this coordinate concept increase linearly
with the evaluated coordinate’s distance to the unit circle’s center. Thereby, they compensate for the mesh vertices moving closer together (in texture coordinates), the further
inwards they lie on the unit circle.
As before, three different thresholds were chosen for evaluation:
• 0.24 r + 80
• 0.12 r + 40
• 0.06 r + 20
with r being the radius of the evaluated hand coordinate on the unit circle.
Aside from the thresholds, this evaluation was performed similarly to those of the other
coordinate concepts. However, because of the varying thresholds and the distorted
distances of the texture coordinates, the average prediction errors were omitted as it
is very difficult to achieve meaningful results for them.
Table 8.5 on the following page gives an overview of the performances for this hand
coordinate concept (averaged over the test set) with different combinations of evaluation
parameters.
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Table 8.5: Results for texture coordinates, averaged over the test set. (a) Inlier percentages for
different modes (rows) and different thresholds (columns), with auto-context enabled.
(b) Results of (a) without auto-context.

(a)
Most prob.
Best

0.24 r + 80
32.2 %
43.6 %

0.12 r + 40
22.8 %
32.4 %

0.06 r + 20
14.7 %
21.2 %

(b)
Most prob.
Best

0.24 r + 80
20.3 %
34.9 %

0.12 r + 40
14.6 %
26.7 %

0.06 r + 20
9.5 %
18.2 %

Table 8.6: Results for texture coordinates for palm and fingers separately, averaged over the test
set. The table shows the inlier percentages for different modes (rows) and different
thresholds (columns). Since auto-context proved to be very useful, it was enabled for
all measurements.

Palm, most prob.
Fingers, most prob.
Palm, best
Fingers, best

0.24 r + 80
21.8 %
42.5 %
27.3 %
59.7 %

0.12 r + 40
9.9 %
35.9 %
14.1 %
50.6 %

0.06 r + 20
4.0 %
25.8 %
6.1 %
36.7 %

As with the other hand coordinate concepts, enabling auto-context provided major
improvements. It was not able to decrease the discrepancies between most probable
and best modes as much though; these are relatively large throughout all the measurements.
The impact of the choice of threshold values, however, is not as strong as it is for the
other coordinate concepts. While a smaller threshold does lower the measured results
considerably, reducing it by half does not cause the inlier percentages to drop to around
a third as it was the case for 3D coordinates and geodesic distances.
The results in Table 8.5 were averaged over the whole hand. As in the previous sections,
the evaluation was also performed for palm and finger coordinates separately. Table 8.6
presents these measurements for the whole test set, while Figure 8.5 on the following
page shows a comparison of palm and finger predictions for the front view frames.
These results of Table 8.6 reveal a large discrepancy between the prediction qualities of
palm and finger coordinates with the former being much worse. In addition, the absolute
differences between the inlier percentages of palm and finger coordinates seem to be a
lot higher than for 3D coordinates and geodesic distances.
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Figure 8.5: Results for texture coordinates, with palm and finger predictions visualized separately.
Auto-context is enabled, only the best predictions for each pixel are used, the inlier/outlier decision is binary, the threshold is set to 0.12 r + 40, and the frames
depicted are from the frontal view.

As with the other coordinate concepts, the inﬂuence of the camera angle on the scene
was also evaluated. A comparison of frontal, top and side view for the test set can be
found in Figure 8.6 on the next page.

8.4 Comparison
In this section, the different hand coordinate concepts will be compared against each
other. However, a qualitative comparison is difficult because of the differences in the
approaches used. For example, the distorted distances in texture coordinates, which are
caused by the mapping onto the unit circle (see Section 5.3.1 on page 17), make it very
difficult to compare prediction qualities with those of 3D coordinates or geodesic distance
coordinates. Nevertheless, it is still possible to get an impression of the coordinate
concepts’ aptitudes for utilization with a random forest.
Figure 8.7 on the next page shows the performances of the random forests trained with
3D coordinates, geodesic distance coordinates, and texture coordinates, respectively, in
a single plot.
To better understand the distribution of inliers over the hand, Figure 8.8 on page 40
visualizes said distribution for some example images in form of inlier maps side by side
for each coordinate concept.
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Figure 8.6: Comparison of the results for different camera angles for the test set using texture
coordinates. Auto-context is enabled, only the best predictions for each pixel are used,
the inlier/outlier decision is binary, and the threshold is set to 0.12 r + 40.
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Figure 8.7: Comparison of the results for each hand coordinate concept for the test set. Autocontext is enabled, only the best predictions for each pixel are used, and the inlier/outlier decision is binary. For the 3D coordinates and the geodesic distances, the
threshold is set to 20 mm, while 0.12 r + 40 was used for the texture coordinates.
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Figure 8.8: Inlier maps for three example images from the test set. The first column shows
the original RGB images from the NYU data set (the corresponding depth images
are omitted). The second, third and fourth column show the inlier maps for 3D
coordinates, geodesic distance coordinates, and texture coordinates, respectively. The
intensity value at each pixel represents the quality of this prediction, with black pixels
being outliers (or not part of the hand). Images in the first column are taken from
[40].
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9 Discussion
While all hand coordinate concepts were able to achieve were high inlier numbers for
specific frames, the results vary greatly across the test set. This variance seems to
be mostly caused by the amount of self-occlusion, which depends on the actual hand
pose and the camera angle. The plots comparing prediction performances for different
views (as shown in Figures 8.2, 8.4, and 8.6) emphasize this; generally, the view with the
highest visible fraction of the hand – usually indicating the least amount of self-occlusion
– seems to perform best, which for most frames is the frontal view.
Another factor causing this variance is the amount of noise in specific frames. Across all
the result plots in Chapter 8, performances are consistently bad in the vicinity of frame
600. In addition to self-occlusion, these frames contain an amount of noise much higher
than the average, especially for the frontal view.
The impact of using auto-context was shown throughout all measurements, improving
the results considerably. Thus, the assessments following in this chapter will refer to the
measurements where auto-context was enabled.
As mentioned in Section 8.4, a fair comparison of the coordinate concepts is very difficult, mostly because of the different threshold values required. For 3D coordinates and
geodesic distances, the same values in millimeters were able to be used; however, this
does not ensure identical error metrics, since e.g. 20 mm in geodesic distances (i.e. along
the hand surface) cover less space than 20 mm in 3D coordinates (or at most the same
space if the surface is ﬂat in that area). Consequently, a prediction in 3D coordinates
may be considered an inlier, while the same predicted point is interpreted as an outlier in
geodesic distance coordinates, which can happen if the 3D distance between prediction
and ground truth is shorter than the geodesic distance. These differences might be a
reason why the results for geodesic distance coordinates are consistently slightly worse
than for 3D coordinates with identical threshold values. For the texture coordinate concept, the distorted distances and vertex positions required the use of completely different
thresholds, further hindering a fair comparison.
The prediction of hand coordinates through a random forest is only the first stage of
a full hand pose estimation system. Thus, the essential criterion for a suitable coordinate concept is how well a robust optimization algorithm can take up this intermediate representation to obtain the final poses. Such an algorithm could e.g. consist of a
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RANSAC-based pose sampling and refinement as it was done by Brachmann et al. [2]
for rigid objects.
If such a pose sampling algorithm were used, it would be able to draw samples from
all modes produced by the random forest and not only take the most probable results
into account. For this reason, the evaluation in Chapter 8 was performed with the best
modes in addition to the most probable ones. When there are enough inliers across all
modes, a pose consisting of such inliers will eventually be sampled.
RANSAC-based approaches typically require a minimum of 10-15 % inliers to be able
to find a suitable model for the measured data. For the hand coordinate concepts, this
means that the predictions for both fingers and palm need to comprise at least such a
percentage of inliers to facilitate robust pose optimization.
The 3D coordinate concept meets this condition for up to 10 mm accuracy. For a
threshold of 20 mm, the measurements easily lie within the requirement, and for 10
mm they are still narrowly above the minimum. A precision of 5 mm is not achievable,
however; with inlier percentages below 5 %, reliably extracting the correct pose is not
possible.
The results for the geodesic distances concept are very similar, and also meet the requirement for a threshold of 10 mm and above. However, an interesting difference to
3D coordinates arises when separating the results for palm and fingers (see Table 8.4 on
page 35). Here, it was shown that the random forest’s predictions for the fingers can be
superior to those for the palm (when using the best modes, and for low thresholds). This
indicates that the coordinate concept is able to reduce the impact of the finger confusion
problem (as described in Sections 5.1.1 and 5.2) compared to the 3D coordinate concept,
which was the main reason for using geodesic distances in the first place.
The texture coordinate concept is considerably harder to assess than the other ones.
The overall results (see Table 8.5 on page 37) look promising as all inlier percentages lie
above the required minimum. However, the separation of palm and finger results reveals
a large discrepancy. While the latter easily meet the requirement, the former only do
so for large threshold values. This is most likely caused by the nature of the texture
coordinates; the fingers lie very close together near the center of the unit circle, while the
palm is positioned in its outer regions. On the one hand, this may cause inliers on the
fingers that are not accurate enough. On the other hand, predictions on the palm that
are interpreted as outliers may still be suitable as inliers. The threshold values take this
matter into account, but the linear increase with the distance to the unit circle center
may not reﬂect the mapping of mesh vertices onto said circle well enough.
To ultimately determine whether the coordinate concepts are suitable for hand pose
estimation, a robust optimization algorithm would need to be implemented on top of
them. While the overall results look promising, a final assessment of how well the dif-
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ferent concepts perform in a complete pose estimation environment is very difficult when
only the first stage of the algorithm is available.
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10 Conclusion
In this thesis, a novel approach for one-shot hand pose estimation is presented. Inspired
by previous research on human body and rigid object pose estimation, an intermediate
regression step in form of hand coordinates is devised. These coordinates are predicted
by a random forest for each image pixel independently. Afterwards, they can be used by
a robust optimization algorithm to obtain a final estimate for the hand pose; however,
this step was not covered here as it lies beyond the scope of this thesis.
Three different hand coordinate concepts were devised as candidates for the intermediate regression step. They differ in the way they are defined and distributed over the
hand surface. Since the random forests’ performances vary depending on the utilized
coordinate concept, a quantitative and qualitative evaluation was performed for each
concept.
In order to provide training and test data for the random forests, a software was implemented that is able to fit a hand model to given ground truth of hand poses. Afterwards,
it was used to generate the required data, extending an existing hand pose data set with
new ground truth for the devised coordinate concepts.
The results shown in Chapter 8 look very promising, especially for the concepts of 3D
coordinates and geodesic distances. While the predictions of the random forests are
not perfect, they should suffice to implement a robust optimization algorithm based
on them. However, the results suggest that a successful hand pose estimation largely
depends on the input images since camera angle, self-occlusion, the amount of noise,
and the actual pose of the hand have a strong impact on the prediction qualities of the
random forests.
Final conclusions about the aptitude of the presented approach cannot be drawn yet
since the system is not complete. The conceptualization, implementation, and evaluation of the subsequent stages of the hand pose estimation system will likely be part of
future research at the Faculty of Computer Science of the Dresden University of Technology. When this is finished, the true potential of the presented approach will become
apparent. The intermediate results are auspicious, but whether a complete system is
able to compete with other state-of-the-art hand pose estimation research remains to be
seen.
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